
 
 
 
 
Chapter 2 
 
Embedded real-time systems 
 
This chapter presents a state-of-the-art of the Embedded Real-Time Systems (ERTS). Its 
objective is to introduce the basic concepts to understand their construction as well as to analyze 
main results on fault tolerance applied to ERTS. The reminder of the chapter is organized as 
follows; Section 2.1 describes the ERTS architecture, operation, and the main points where fault 
tolerance takes part. Section 2.2 analyzes the network aspects necessaries to establish the 
transmission of reliable information. Section 2.3 identifies the aspects that enable a reliable 
communication. Section 2.4 studies the fault tolerance from the point of view of ERTS 
functional aspects. Finally, section 2.5 discusses about solutions presented in previous sections. 
 
2.1. Basic concepts 
 
An ERTS is defined by three elements: its architecture, its operation, and the way in which it 
tolerates faults. 
 
2.1.1. Architecture 
 
The architecture of an ERTS is characterized by four elements [RUS2001]: nodes, sensors, 
actuators, and the network. Figure 2.1 illustrates these elements. 
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Figure 2.1 Embedded real-time system architecture 

 
Each node consists of a communication controller (that connects the node to the network), a 
host that includes a CPU (for example, Electronic Control Units in vehicles), memories (RAM, 
ROM), and an I/O interface to sensors and actuators [PEP2002]. Figure 2.2 illustrates the node 
architecture. 
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Figure 2.2 Node architecture 
 
A sensor is a device consisting of sensible cells that detect variations of a physical magnitude 
and turns them into useful signals for a measurement system or control. An actuator is a 
mechanism by which an agent (autonomous entity) acts upon an environment. The agent can be 
either a system or any other autonomous being (human, other animal, etc.). Both, sensors and 
actuators are fundamentally mechanical parts.  
 
Sensors and actuators does not must necessarily be connected in the same node. Figure 2.31 
illustrates a node connected to a motor wheel and to a break, sensing temperature and force 
respectively. 
 

 
Figure 2.3 Node connected to a tire 

 
The network constitutes an interconnection medium for all nodes. The manner in which the 
different links are connected to different nodes is called the network topology. ERTS generally 
use a bus topology, consisting of a single backplane, cable or other medium that implements a 
broadcast communication. A broadcast is a data packet that is destined for multiple hosts. There 
are two main features that constitute a broadcast bus [POP2003]:  
 
• All nodes connected to the communication channel (the bus) receive the same messages. 
• Only one node can send messages at a time on the bus. 
 
 

                                                 
1 Based on the CyCab project [BGMP1999]  
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2.1.2. Operation 
 
An ERTS generally operates as a closed-loop control system [RUS2001], which is defined as a 
system that repeatedly sample sensors, calculates appropriate control responses, and sends 
those responses to actuators. Communication among these modules is established over a 
particular network. Figure 2.4 illustrates a closed-loop control system. 
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Figure 2.4 Closed-loop control system 

 
An example of the operation of a closed-loop control system on an industrial machine is: 
 
1. Sensors: sensing the closure of a valve. 
2. Process unit: process the information and wait 10 seconds. 
3. Actuator: check the pressure. 
 
This example presents a rigid situation because the incorrect operation in the execution can lead 
to loss of life or other catastrophes (for example, an economical disaster).  
 
2.1.3. Fault tolerance 
 
In ERTS the architecture and the operation are susceptible to faults. Traditionally faults in 
ERTS have been tolerated in a federated approach [RUS2001]. Other approaches consider that 
faults can occur in the network, in the interaction between nodes and from nodes themselves. 
An analysis of every of the three layers where a fault could be detected (network, communication 
or nodes) should be done for specifies a particular ERTS fault tolerance mechanism. 
 
Federation 
Each “function” (for example, autopilot or auto throttle in an aircraft, and brakes or suspension 
in a car) has its own fault tolerant embedded control systems with only minor interconnections 
to systems implementing other functions. This provides a strong barrier to fault propagation 
because the system supporting different functions do not share resources, the failure of one 
function has little effect on the continued operation of others. Figure 2.5 illustrates a federated 
approach. 

 
Figure 2.5 Federation 
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recent applications are moving toward more integrated solutions in which some resources are 
shared across different functions. The federated approach is not considered in this document. 
 
N
Inter-proce
message-passing according to the underlying network. The hosts are connected through a 
network of communication servers, which are responsible for passing (and routing) messages 
between hosts. Without lost of generality, it is assumed that each host is connected to exactly 
one communication server [TV2002] or it implements the communication server functions. The 
action of sending messages on the bus requires a communication protocol (for example, TCP/IP, 
OSI, CAN). Typically, some part of the protocol is executed by the hardware in the network 
interface and the remainder is performed through software [GLS2000].    
 
In
communication between nodes. A non reliable communication includes: lost of sent messages 
from one node to others, corruption or change of the message information when it is 
transmitted over the bus and the disorder of messages delivery. 
 
C
The communication
only as long as the sending and receiving application are being executed; if a node cannot deliver 
a message to the receiver, the message will simply be discarded.  
 
T
node submits a message for transmission, the message is temporarily stored in a local buffer at 
the sending host, so that the sender immediately continues with its operation. This kind of 
behavior is denominated asynchronous. In parallel, the communication system routes the 
message to the destination, possibly by storing it in a local buffer. If the receiver is not being 
executed at the time the message reaches the receiver’s host, the transmission fails. Transient 
asynchronous communication [TV2002] is typically offered by transport-layer datagram service 
such as UDP.  
 
M
handled by generic mechanisms implemented in the bus architecture. These mechanisms 
control or enable the connection, communication and data transfer between different nodes, 
additionally they decide (arbitrate) which node has access to the bus at a determined moment. 
 
In
message at a time. The complication is to decide which node is authorized to transmit and in 
which moment. 
 
I
Nodes in ERTS can be he
computers, which in turn can be connected through different collection of different networks. 
The hosts that form part of an ERTS may vary widely with respect to processor type, memory 
sizes, and the I/O bandwidth. Also, heterogeneity concerns mechanical parts such sensors and 
actuators. 
 
In
malfunction of a node. The fault types that can occur are: crash, value and Byzantine. A faulty 
node can affect the global behavior of the ERTS even if the network and communication layers 
are operating according to the specification. 
 
 
 
 
 



2.2. Network 
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T
network topology considered in this document is the bus. Figure 2.62 illustrates a simulation of a 
network embedded on an electrical vehicle. 
 

 
Figure 2.6 Network embedded on an electrical vehicle 

  

Screen 

Joystick 

Break motor 

Wheel 

Host 1 

Figure 2.6 illustrates five nodes connected by a bus network.  Nodes from 1 to 4 have the same 
structure as the presented in the figure 2.3. They sense temperature and force from a motor 
wheel and one break; they can control the motor wheel speed and the break force. They transmit 
information to the node 5 that represents this information in a screen. Node 5 also receives 
information from a joystick (controlled by the vehicle user) and transmits it to the rest of nodes 
(1 to 4) in order to carry out the instruction provided by the user. 
 
2.2.1.
 

eM
following a procedure for sending messages and another for receiving them. 
 
T
1. Process the sensor’s information 
2. Prepare the data to be transmitted 
3. Build the message. 
4. Define a data frame 
5. Transmit the data frame over the netwo
 
T
1. Receive a set of electrical signals 
2. Interpret electrical signals to rebu
3. Retrieve the message included in the data frame. 
4. Process the information included in the message. 
5. Send electrical signals to actuator(s) to execute an 
 
F
a message to node B with information monitored on its associated sensor. 
 

 
2 Based on the CyCab project [BGMP1999]  
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Figure 2.7 General architecture of the ERTS network 

 
2.2.2. Frames 
 
Data frame 
It is a package that includes the necessary information for data transmission. The data frame 
structure (similar to the data frame in CAN networks [BO1991]) consists of seven fields: data 
frame start, status field, control field, data field, security field, confirmation field, data frame 
end. Figure 2.8 illustrates the data frame architecture. 
 

 
Figure 2.8 Data frame architecture 

 
A data frame begins with the start bit called "Start Of Frame (SOF)", this is followed by the 
"status field" which consists of a data frame identifier, the following "control field" contains the 
"Data Length Code (DLC)" used to indicate the number of following data bytes in the "data 
field". The "data field" that follows is able to hold up to 8 data bytes. The integrity of the frame is 
guaranteed by the following “confirmation field” with the use of Cyclic Redundant Check (CRC) 
sum.  The “confirmation field” (ACKnowledge) stores the result of an acceptance test that 
indicates that correct messages are acknowledged by the receivers. The end of the message is 
indicated by "End Of Frame (EOF)". The "Intermission Frame Space (IFS)" is the minimum 
number of bits separating consecutive messages. Unless another station starts transmitting, the 
bus remains idle. 
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Error detection 
This data frame architecture considers five different error detection forms; the first two of them 

 Bit error: a transmitting node always reads back the message as it is sending. If it detects a 

 
 Bit stuffing error: normally a transmitting node inserts a high after five consecutive low bits 

 
 Checksum error: each receiving node checks messages for checksum errors. 

• rame error: there are certain predefined bit values that must be transmitted at certain 

• cknowledgement error: if a transmitter determines that a message has not been 

 
he error process is composed of five steps: 

. The error is detected by the communication controller (a transmitter or a receiver).  

trollers are updated.  
e messages to send, normal 

 
 data frame architecture there is no addressing of subscribers or stations in the conventional 

rror frame 
 that includes the necessary information of a detected error. The error frame 

 
n error frame can be generated for each node that detects and error in the bus. The error flag 

work on a bit layer, and the other three on message layer. 
 
•

different bit value on the bus than the one it sent, and the bit is not part of the arbitration 
field or of the acknowledgement field and error is detected. 

•
(and a low after five consecutive high). This is called bit stuffing. A receiving node that 
detects violation (more than five consecutive bits will see a bit stuffing violation. 

•
 
F
points within any message frame. If a receiver detects an invalid bit in one of these positions 
a Form Error (sometimes also known as a Format Error) will be flagged.  
 
A
acknowledged then an ACK error is flagged.  

T
 
1
2. An error frame is immediately transmitted.  
3. The message is cancelled at all nodes. 
4. The statuses of the communication con
5. The message is re-transmitted. If several controllers hav

arbitration is used.  

In
sense, but instead, messages with an identifier are transmitted. A transmitter sends a message 
to all nodes (broadcasting). Each node decides on the basis of the identifier received whether it 
should process the message or not. The identifier can also determine the priority that the 
message has in order to compete for bus access.  But two nodes on the network are not allowed 
to send messages with the same identifier. 
 
E
It is a package
structure (similar to the error frame in CAN [BO1991] networks) is composed by two fields: 
error flag field and error delimiter field. Figure 2.9 illustrates the error frame architecture. 
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2.3. Communication 
 
2.3.1. Real-time 
 
The fundamental characteristic of the ERTS communication is that it must be done in a real-
time fashion. The interaction among ERTS nodes have to obey the timing constraints imposed 
by the application. Only if the ERTS meets all timing requirements the correct and safe 
operation of the entire system can be guaranteed [PK2003]. In this form, the correctness of the 
ERTS depends on the logical results and on the time at which the results are produced [SJ1996]. 
 
An ERTS is divided into several tasks (node processes) in order to satisfy real-time constraints 
[OIY1999]. The task fundamental properties set is composed by:  
 
For a task Ji: 
• Ai: Arrival time. 
• Oi: Worst case execution time (WCET). 
• Di: Deadline time. 
• Si: Start time of its execution. 
• Ei: Completion time of its execution. 
• Li: Remaining time from completion time to dead-line. 
• Pi: Time between two consecutive creations of a task (period). 
 
The most important tasks for the purpose of this work are Oi and Di. Figure 2.10 illustrates the 
task properties. 
 

 
Figure 2.10 Fundamental task properties 

 
A task is said to have arrived when it is available for execution, regardless of processor 
availability and inter-task dependencies. When all the dependencies of a task are satisfy and a 
processor is available, that task is released to be executed. Based on their time arrival patterns, 
tasks can be divided into two categories [GLS2000]. 
 

• Periodic tasks: they have very regular arrival patterns. The difference in time between 
the arrivals of two consecutive instances of a periodic task is always fixed and is referred 
to as the period of the task. 

 
• Non-periodic tasks:  they have arbitrary arrival patterns. Although some characteristics 

of a non-periodic task may be known before its arrival (e.g. approximate execution time 
and relative deadline), none of the present schedule algorithms can utilize such partial 
information without knowing the arrival time of an instance of a task.  
The sporadic tasks are a particular case of non-periodic tasks, where any two successive 
instances of a task are separated by a minimum inter-arrival time. Naturally, non-
periodic tasks cannot be scheduled statically with any degree of success. 

 
With respect to the arrival times of tasks, the real-time systems may be classified in two classes: 
 

• Static systems: are those where the arrival times of all the tasks are known a priori 
before the execution of the system begins. They typically consist of periodic tasks 
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performing control operations. 
 

• Dynamic systems: are those where the tasks may arrive to the system on the fly and 
arrival times are not known in advance. Dynamic systems need to consider periodic or 
non-periodic tasks generated by external events. 

 
The communication of an ERTS depends on the degree in which it must provide predictable 
response times and if communication among nodes is synchronized preserving time constraints 
and predictability. 
 
2.3.2. Bus approaches 
 
The communication bus is one of the principal ERTS components; it can be configured in a 
different ways according to different message-passing policies. The principal objective of each 
configuration is to solve the concurrence problem (when multiple nodes desire to send messages 
at a time, but only one of them can do it). In other words, it provides reliable communication of 
information among distributed nodes and makes it possible to build reliable ERTS. Figure 2.11 
illustrates the concurrence problem on an ERTS conformed by three nodes. 
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Figure 2.11 Concurrence problem 

 
There are three bus approaches [RUS2001] [PI2003]: Time-triggered (TT), event-triggered 
(ET), and mixed-triggered (MT). Figure 2.12 resumes the three bus approaches. 
 
 

 
Figure 2.12 x-triggered buses 
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2.3.3. Time-triggered 
 
All tasks involving the bus, and often those involving components connected to the bus, are 
driven by the passage of time. For example, if it is 20 ms since the start of the ERTS, then read 
the sensor and broadcast its value [RUS2001]. Figure 2.13 illustrates the time-triggered 
operation of this example. 
 
 

 
Figure 2.13 Time-triggered 

 
In a time-triggered bus, there is a static pre-allocation of communication bandwidth in the form 
of a global scheduler where each node knows the schedule and knows the global time system. 
The task schedule indicates the task execution order, and therefore each node is aware of the 
time when it is allowed to send messages, and when it should expect to receive them. The 
messages used in a time-triggered bus are time-triggered messages; they are composed by an 
identifier and by the information that is going to be transmitted. 
 
Scheduling models 
The schedule analysis is focused on how to schedule a set of tasks on an ERTS in order to ensure 
that computer resources are assigned and critical timing constraints, such as deadlines and 
response time, are met. When necessary, decisions are made that favor the most critical timing 
constraints, even if others are not verified. An ERTS is schedulable if there is at least one 
scheduling algorithm is able to produce a feasible schedule. A schedule is feasible if all processes 
can be completed according to the specified constraints. 
 
Task scheduling algorithms can be classified into two major models [POP2003]: preemptive 
and non-preemptive scheduling. 
 
• Preemptive scheduling: It deals with tasks that can be interrupted during their execution; it 

is preferably used in systems where the context switch time overhead is low. Most 
preemptive scheduling algorithms use priority-driven dispatching. The exact time at which a 
task will start or finish is not known in advance. The start time of a task depends on its 
priority relative to other tasks in the system. Figure 2.14 illustrates and example of the 
preemption of task 1. 

 
Figure 2.14 Preemptive scheduling 
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The priority-driven scheduling algorithms may use two kinds of policies:  

 
o Static priority: The priorities of all tasks are assigned when the tasks are scheduled 

and remain unchanged for all executions of a task. The most known policies in this 
class are the Rate Monotonic Scheduling (RMS) [LSD1989] and the Deadline 
Monotonic Scheduling (DMS) [ABRW1991]. 

 
o Dynamic priority: The priorities of a task may change during the execution of a 

particular instance of that task or for different instances. The most known policies 
in this class are the Earliest Deadline First (EDF) [RR1996] and the Least Laxity 
First (LLF) [HGT1999] [RR1996]. 

 
• Non-preemptive scheduling: It deals with tasks that cannot be interrupted during their 

execution; it is often used in systems where the overhead caused by preemption is too high, 
and the absence of interruption makes the system validation easier. Almost all non-
preemptive scheduling algorithms use timeline-driven dispatching. A time-line is used to 
schedule the tasks. Thus, the times at which a task will start and finish are known in 
advance. Figure 2.15 illustrates and example of the non-preemption of task 1. 

 
Figure 2.15 Non-preemptive scheduling 

 
The general problem of optimal scheduling of non-preemptive tasks is NP-complete 
[GJ1979]. Therefore, different heuristics have been used to schedule non-preemptive real-
time tasks with the aim of maximizing performance measures such as processor usage. The 
most popular policies in this class are the Scheduling Utilization Bound (SUB) [LSD1989] 
[RR1996] and the Scheduling Response Time (SRT) [ABRW1991] [RR1996]. 

 
Non-preemptive scheduling approaches 
For time-triggered bus configuration the non-preemptive scheduling approaches are well suited; 
they include the two methods: Scheduling Utilization Bound (SUB) and Scheduling Response 
Time (SRT). 
 
• The SUB calculates the schedule from the minimal required time of each task to be executed 

(utilization bound). It is based on the Rate Monotonic (RM) [LSD1989] [RR1996] politic. 
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Where: 
o ‘n’ is the number of tasks in the system 
o Ci is the worst-case execution time of a task i 
o Ti is the period of a task i 
o Left side of the equation is the utilization of the task set 
o Right side of the equation is the utilization bound 

 
• The SRT calculates the schedule according to the limit time when a task can be executed 

(response time). It is based on the Dead-line Monotonic (DM) [ABRW1991] [RR1996] 
policy. 
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Where: 
o Ci is the worst-case computation time of a task i 
o Ti is the period of a task i 
o Di is the dead-line of task i 
o Ri is the worst-case response time of task i 
o hp(i) is the set of tasks of higher priority than task i 

 
Scheduling contention is resolved at design time (as the schedule is constructed), when all its 
consequences can be examined. A static (fixed) schedule makes it possible the control of the 
babbling idiot failure mode3. This is achieved by interposing an independent component, called 
a bus guardian that allows each node to transmit on the bus only when it is allowed to do so.  
The bus guardian has an independent clock and independent knowledge of the schedule and 
allows its node to broadcast only when indicated by the schedule. In this sense, it is impossible 
to overload a time-triggered observer. Figure 2.16 illustrates a fixed schedule inserted in two 
ERTS nodes. 
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Figure 2.16 Fixed schedules 

 
Figure 2.16 illustrates a fixed schedule integrated into ERTS nodes. The fixed schedule is 
represented by a table whose field (representing task properties) are: message id, start time, and 
length.  
 
Because communication is triggered by the global schedule, there is no need to attach source or 
destination addresses to time-triggered messages sent over the bus. Each node knows the sender 
and intended recipients of each message by virtue of the time at which each message is sent. 
Elimination of the address fields reduces the size of each message, increase the bandwidth of the 
bus (messages are typically short in ERTS), and eliminates a potential source of serious faults, 
namely, the possibility that a faulty node may send messages to the wrong recipients or, worse, 
may masquerade as a sender other than itself. 
 
Time division multiple access 
A bus access strategy in which the previous time-triggered concepts can be represented is the 
Time Division Multiple Access (TDMA). TDMA is considered as a controlled access protocol 
with predetermined channel allocation because it provides collision-free access to the channel. 

                                                 
3 Babbling idiot failure occurs when a faulty node transmits constantly, thereby compromising the operation of the 
entire bus. 
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The ERTS nodes are coordinated in such a way that two or more nodes never attempt to 
transmit messages simultaneously, and it allocate the channel to the nodes in a static manner 
and thus it is not responsible of changing transmission requirements of nodes [KSY1984].  
 
In TDMA [POP2003] the bandwidth of the bus is divided into time-slots and each such slot is 
assigned offline to a node in the system. The duration of every slot depends on the time 
granularity. The granularity of timing information is the Network Time Unit (NTU). 
 
In a simple version the number of slots available is the same as the number of nodes in the 
network, but this is not mandatory. During each time-slot, the associated node has the exclusive 
right to send messages on the bus. At run-time, if a node has a message to send, it will have to 
wait until the system time has advanced to the start of its pre-assigned slot. The access schema 
is cyclic and allows each node to send messages periodically without any interference from other 
nodes. Figure 2.17 illustrates the node 2 of an ERTS that has assigned the slot 4 of five slots for 
sending messages. 
 

 
Figure 2.17 Example of slot assignation 

 
The periodic sequence in which the time-slots are ordered represents a TDMA round. Rounds 
can be of different size and they offer the necessary space for the messages to be transmitted. 
Rounds can be used for periodic state messages and for spontaneous state and event messages. 
 
For example, figure 2.18 illustrates an ERTS with three nodes connected to a TDMA bus. The 
bus cycle is composed of four slots, each slot associated to a node. Node A, for example, can send 
messages only during slot1 and slot3 of each TDMA round, Node B can send only during slot4, 
while node C can send only during the second slot of each round. In this way it is guaranteed 
that only one transmits on the bus at a time. The TDMA round in the example consists of the 
sequence of slots 1, 2, 3 and 4. 
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Figure 2.18 TDMA rounds example 

 
Rounds are restarted after the reception of every reference message [FMDH2000]; the 
reception is done by a special node that controls de TDMA rounds. A reference message is 
composed by an identifier, and by a base mark which determines the number of the round. For 
example, in figure 2.18, a reference message is receives after the termination of the slot4 time. 
 
2.3.4. Event-triggered 
 
All tasks involving the bus, and often those involving components connected to the bus, are 
driven by the occurrence of events.  The event notion is understood as a signal coming from the 
execution of a system and from the messages interchanged among software components. For 
example, if a sensor reads a new value, then it broadcasts its new value. Figure 2.19 illustrates 
the event-triggered operation. 
 

 
Figure 2.19 Event-triggered operation 

 
Figure 2.19 illustrates and example of the activity of a video game control, that conforms and 
ERTS, which in normal operation sense any kind of pressed buttons (events), and for each one 
of the pressed buttons it broadcasts the button value. 
 
Event types 
Events can be classified in four types [PI2003]: 
  
• Simultaneous: they occur at the same time or are delivered to the network in a manner that 

the system perceives they have occurred at the same time. 
 

• Concurrent: they are defined as events that occur within a relatively close time interval in 
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such a way that the communication system cannot distinguish that they have not occurred 
simultaneously.  
 

• Sporadic: they occur when the rate of events is bounded. 
 

• Other: they include events that follow a specific event generation model (e.g., following an 
exponential distribution) or which are totally arbitrary.  

 
In practice, it is extremely difficult to have simultaneous events. However, concurrent events are 
possible. For example, several active children in a car could be closing and opening all windows 
simultaneously, thus generating concurrent events. 
 
Events order 
In concurrent events is important to be able to specify whether an event occurred before another 
event or not. The relation → defined in [LA1978], captures the “happened before” relation 
between two events in a distributed system. This relation is defined with respect to the order 
imposed by the communication. The relation → defines a partial order. The logical clocks attach 
times to events in the system, such that the Lamport’s time-stamps they assign to events are 
consistent with the partial order defined by→. The time-stamps define a total order of events on 
a processor and on a distributed system. 
 
With the previous algorithm, if event a happened before event b, then a will also be positioned 
in that ordering before b, that is, C(a) < C(b). However, with Lamport time-stamps, nothing can 
be said about the relationship between two events a and b by merely comparing their time 
values C(a) and C(b), respectively. In other words, if C(a) < C(b), then this does not necessarily 
imply that a indeed happened before b.  
 
The problem is that it does not capture causality4, in other words, it does not capture if an effect 
follows its cause. Consequently, if causal relationships are to be maintained within a group of 
processes, then the receipt of the reaction to an event should always follow the receipt of that 
event. Causality can be capture by means of scalar/vector/matrix timestamps, reference 
[RS1996].  
 
Concurrency problem 
Events arriving at different nodes may cause them to contend for access to the bus, so some 
form of media access control is needed to ensure that each node eventually is able to transmit 
without interruption.. For example, minislotting or Carrier Sense Multiple Access (CSMA) 
protocols. 
 
In minislotting each node has to wait a certain period of time after sending a message before it 
can contend to send another [RUS2001], this is done by a static pre-allocation of slots like the 
one presented in TDMA. But even pre-allocated slots by itself provide no protection against a 
faulty node that fails to recognize them. The worst manifestation of this kind of fault is the so-
called babbling idiot failure. 
 
CSMA protocols have the ability to sense the channel and use this information for determining 
the channel availability [KSY1984]; this restricts messages transmission only when the channel 
is free. 
 
Priorities planning 
In event-triggered buses the concurrency problem is handled by the priorities planning (priority 
inversion). Messages produced by determined tasks have certain associated priorities. The 
messages used in an event-triggered bus are event-triggered messages; they are composed by an 
identifier (that serves like the message priority) and by the information that is going to be 
transmitted. 
 
Concurrent messages are sent according to their priorities, unlike the models used in time-
triggered architectures, the use of priorities eliminates the needing of a fixed schedule. In this 
case an execution planner arbitrates and decides which node has the right for sending a message 

                                                 
4 The characterization of Causality can be found at [HE1989]. 



at a given moment [RR1996]. The execution planner generates a dynamical schedule table with 
information of tasks from all nodes in the ERTS; the schedule table is updated for every task 
change. 
 
The basic operation of the execution planner is [RR1996]: every time a task changes its state 
(when a task arrives or finish), the planner chooses the task with the highest priority (based on 
the dynamical schedule table). Figure 2.20 illustrates the execution planner operation. 
 

 
Figure 2.20 Execution planner operation 

 
Figure 2.20 illustrates an ERTS composed of four nodes that communicates over an event-
triggered bus. In the step 1 node B is executing a task with priority P=5, at the same time nodes 
A and C indicate to the execution planner that they want to execute their tasks. The execution 
planner estimates the priorities of the tasks, assigning priorities of P=7 and P=2 respectively to 
A and C. The execution planner lists the tasks ordered by priority in the dynamical schedule 
table. In step 2 the execution of the task of node B is interrupted because its priority is lower 
with respect to the priority of the task of node A. Node A has guaranteed access to the bus and 
executes its task. Node B continues its execution later according to a preemptive model (see 
section 2.3.3). 
 
Priorities are assigned to tasks according to a priority function. Depending on the priority 
function there are two kinds of planners: based on fixed priorities and based on dynamic 
priorities.  
 
Fixed priorities 
Each task has a fixed priority since the beginning of the planning. The most extended methods 
for defining fixed priorities are: Rate monotonic (RM) [LSD1989] [RR1996] and Deadline 
monotonic (DM) [ABRW1991] [RR1996]. RM consist in assigning high priorities to tasks with 
the shortest periods (WCET), thus, the priority of each task is inversely proportional to its 
period. RM was extended to work with tasks that have a shorter execution time than their 
period, resulting in the DM, and assigning higher priorities to tasks with shorter execution 
times.  
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Both cases are similar to the previously presented for the non-preemptive scheduling 
approaches, with the difference that they are suited for estimating the priority values in a static 
preemptive dynamical schedule context. 
 
Dynamic priorities 
Priority of a task depends on relative data used to evaluate the priority. The most extended 
methods for defining dynamic priorities are: Earliest Deadline First (EDF) [RR1996] [KO1999] 
and Least Laxity First (LLF) [RR1996].  
 
EDF assigns the highest priority to the task with the most imminent deadline. It places 
processes in a priority queue, whenever a scheduling event occurs (task finishes, or a new task 
released) the queue will be searched for the task closest to its deadline. This task will then be 
scheduled for execution next. LLF assigns higher priorities to tasks with the smallest S value. S 
is the difference between the time until the remaining time to reach the deadline. This 
difference, called slack or laxity, can be seen as an inverted priority value. Whenever a task other 
than the currently running one has the smallest laxity a context switch will occur [HGT1999]. 
 
2.3.5. Mixed-triggered 
 
Tasks involving the bus and often those involving components connected to the bus are time 
driven and others are event driven. Figure 2.21 illustrates the mixed-triggered operation. 
 

 
Figure 2.21 Mixed-triggered operation 

 
Figure 2.21 illustrates and example of the activity of a video game control. In this case, whenever 
the control senses that a button has been pressed it broadcast its value. In addition, every 20ms 
the control broadcast a resume of the buttons that have been pressed since the last programmed 
broadcast.  
 
Pre-allocation of communication bandwidth 
In a mixed-triggered bus, there is both a static and a dynamic pre-allocation of communication 
bandwidth in the form of a mixed global scheduler where each node knows the schedule and 
knows the global time system. Static pre-allocation is designed for time-triggered tasks that 
must be executed at a predefined moment, whereas dynamic pre-allocation is designed for 
event-triggered tasks that can be executed at an arbitrary moment depending of occurrence of 
events.  
 
The mixed global schedule establishes two scheduling schemas at the same time, a fixed 
scheduling for time-triggered tasks and a dynamical schedule for event-triggered tasks. The 
methods for the creation and management of the scheduling schemas are similar to the 
presented in previous section. 
 
To make the pre-allocation division the mixed-triggered approach defines a TDMA bus access 
strategy, where determined rounds are used for periodic state messages (time-triggered 
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messages) and the others for spontaneous state messages (event-triggered messages) 
[POP2003]. The definition of time-triggered and event-triggered messages is similar to the 
presented in previous sections. Figure 2.22 illustrates a TDMA bus constituted by static and 
dynamic rounds. 
 

Communication cycle 

 
Figure 2.22 TDMA static and dynamic rounds example 

 
Figure 2.22 illustrates static and dynamic TDMA rounds of different sizes, grouped into a 
communication cycle. Slots 1 to 9 are designed for time-triggered messages and slots in dynamic 
rounds are designed for dynamic messages. 
 
Mixed nodes 
Nodes that constitute an ERTS support time-triggered and event-triggered tasks. They include 
the appropriated functions to create the adequate message for each kind of task [POP2003].  
 
The operation of a node that wants to send a time-triggered message begins when, it activates a 
time-triggered task at a predefined time specified by the fixed schedule table. If at that moment 
an event-triggered task is running on that node then the task will be preempted and placed into 
a ready queue according to its priority. When the execution of the time-triggered task finishes, 
the event-triggered task previously preempted is extracted from the queue (according to its 
priority) and reactivated. In the same manner, event-triggered tasks can preempt each other 
event-triggered tasks according their priorities. Figure 2.23 illustrates the mapping of time-
triggered tasks and event-triggered tasks into mixed nodes that communicates over a TDMA 
bus.  
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Figure 2.23 Mixed-triggered tasks mapping 

 
Figure 2.23 illustrates that the bus access cycle has the same structure during each period 
(communication cycle). Every node has a communication controller that implements the static 
and dynamic messaging services. The controller runs independently of the node’s host. 
 
Tasks classification 
Mapping time-triggered and event-triggered tasks over the ERTS nodes implies that each task 
has been previously classified, according its fundamental properties, into a particular domain. 
However, there is a subset of tasks which could be assigned to any of the domains. Decisions 
concerning the partitioning of this set of tasks can lead to various trade-offs concerning, for 
example, the size of the schedule table, the ability to being able to switch from preemptive to 
non preemptive mode and vise versa, or the schedulability properties of the system. Figure 2.24 
illustrates, and example of, an ERTS constituted by two nodes on which three tasks are mapped. 
 

 
Figure 2.24 Example of task classification (1) 

 
Figure 2.24 illustrates that task 1 is executed on node A, and tasks 2 and task 3 on node B; task 2 
is data dependant on task 1; worst case execution times (Ci) and deadlines (Di) are shown in the 
figure too.  
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When all three tasks belong to the time-triggered domain, the system is unschedulable. In this 
case, either task 2 (scheduling alternative depicted in figure 2.25 (2.a)) or task 3 (figure 2.25 
(2.b)) misses its deadlines.  
 

D2 D3

 
Figure 2.25 Example of task classification (2) 

 
If, however, task 3 is moved into the event-triggered domain (figure 2.26), all tasks are 
schedulable (in this case, task 2 will preempt the execution of task 3). 
 

 
Figure 2.26 Example of task classification (3) 

 
2.4. Intra-node operation 
 
There are different CPU architectures used in ERTS. One common configuration is the system-
on-a-chip, an application-specific integrated circuit (IC), for which the CPU was purchased as 
intellectual property to add to the IC's design.  
 
ERTS includes, for example, a CPU like the Motorola 6805, 6808, or 6812 that is configured to 
perform a specific dedicated application. The software that controls the system is programmed 
or fixed into RAM/ROM and is not accessible to the user of the device. The CPU is embedded or 
hidden inside the device. For example, a typical automobile now contains an average of ten 
CPUs. In fact, upscale homes may contain as many as 150 CPUs, and the average consumer now 
interacts with CPUs up to 300 times a day [VJW2000].  
 
Most aspects of the ERTS problems come from the intra-node operation. In particular a 
malfunction (erroneous behavior) of each component of the node can cause its complete failure. 
 
2.4.1. Malfunctions 

 
Malfunctions on an ERTS node can come from any of the five elements that constitute it 
[ESHD2006]: 
 
• In the CPU incorrect outputs could come from executing processor instructions, from the 

processor register damage, or from incorrect execution of interruptions and exceptions 
processing.   
 

• In ROM the integrity of the read memory can be affected by the physical damage of the 
memory chip. 

 
• In RAM the integrity can be affected by three types of problems: 
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o Address Line Faults: The address lines on the board or inside the memory chip might be 

shorting with each other or they might be stuck to 0 or 1. In any case, when memory is 
written, multiple locations or a wrong location might get written. A read might result in 
data corruption when two different locations in the memory output data on the data 
bus.  
 

o Data Line Faults: The data lines on the board or inside the memory chip might be 
shorting with each other or they might be stuck to 0 and 1. This condition will result in 
wrong data being written or read from the memory. 

 
o Data Loss: Data written to a particular location might be fine when read just after 

writing, but it is lost a little while later. Here the address and data lines are fine but the 
memory cells get corrupted over time.  

 
• The failures originating from Input/output interfaces connected to sensors and actuators 

could differ depending of its vendor. In general, a failure they can cause is a not understood 
electronic signal. 
 

• Finally, at the communication controller can fail at the moment of connecting with the bus 
for a malfunction or for and incorrect configuration.  

 
It is possible to test a node and identify the particular malfunction. However, the detection and 
diagnosis of any of the malfunctions depends fundamentally of the characteristics of the ERTS 
node that the vendor implements on it. For that reason, considering that there can be multiple 
kinds of different nodes inside an ERTS, the internal fault tolerance of each node is left as its 
responsibility (if it implements it).  
 
2.4.2. Failure detection 
 

It is possible that a node does not implement any fault tolerance mechanism or that the 
implemented mechanisms are not enough to tolerate a particular malfunction. In this case it is 
possible to make and hypothesis that all nodes that constitute an ERTS have a fail-stop 
behavior. 
 
A fail-stop node stops (halts) upon a failure. More precisely, the visible effects of the failure of a 
fail-stop node are [GLS2000]: 
 
• It stops executing. 

 
• The internal state and the contents of the volatile storage connected to the node are lost; 

the state of the stable storage is unaffected by it. 
 
• Any node can detect the failure of a fail-stop node. 

 
2.4.3. Scheduling approach 

 
Bases on the fail-stop behavior and considering the hypothesis that several tasks can be 
executed by more that one node, it is possible to view the problem of distributing task into the 
non faulty nodes of an ERTS as a real-time scheduling problem. 
 
Algorithm Architecture Adequation method 
A methodology that considers the creation of a nodes-tasks scheduling according to the 
characteristics of an ERTS is the Algorithm Architecture Adequation (AAA). The heart of AAA is 
a scheduling heuristic that produces automatically a static distributed schedule of a given 
algorithm onto a given distributed architecture [GLSS2001]. 
 
AAA takes as input some real-time constraints, some distribution constraints, and two 
specifications, one describing the application algorithm to be distributed, and one describing the 
topology of the target architecture. The algorithm specification consists of operations and data-



dependencies. The architecture specification consists of nodes and communication links. Both 
the algorithm and the architecture are specified as graphs. Figure 2.27 illustrates an example of 
an algorithm and an architecture graphs. 
 

Operation 

b 

 
Figure 2.27 Example an algorithm and an architecture graphs 

 
Figure 2.27 illustrates first, an architecture graph composed by six operations: I and O are 
input/output external operations, while A-E are computation operations. Second, an 
architecture graph with three ERTS nodes and two point-to-point links. The bus notion like the 
presented in previous sections can be represented as a multi-point links. 
 
The distribution of constraints should assign a set of nodes to each operation of the algorithm 
graph. Additionally the characteristics of each operation relatively to the hardware component 
on which it is executed are needed. Hence, the distribution constraints consist in assigning to 
each pair (operation, node) the value of the execution duration (in time units) of this operation 
in a node. Each value is expressed in time units, and the value “∞” means that this operation 
cannot be executed on this node. To take into account inter-processor communications, it is 
necessary to assign a communication duration to each pair (data dependency, communication 
link), also in time units [GLS2000]. 
 
For instance, the distribution constraints for the algorithm graph and the architecture graph 
presented in figure 2.27 can be given by the two following tables of time units: 
 

 Operations 
Time units I A B C D E O 

Node A 1 2 3 2 3 1 1.5 
Node B 1 2 1.5 3 1 1 1.5 
Node C ∞ 2 1.5 1 1 1 ∞ 

 
Table 2.1 Operations table 

 
  Data-dependency 
  

Time units I N A A N B A N C A N D B N E C N E D N E E N O 

C1 – C2 1.25 0.5 0.5 1 0.5 0.6 0.8 1 Links 
C3 – C4 1.25 0.5 0.5 1 0.5 0.6 0.8 1 

 
Table 2.2 Data-dependency table 

 
Table 2.1 presents a list of the entire operation of an algorithm graph associated to the entire 
nodes of the architecture graph by a corresponding time unit that represents their execution 
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time on a particular node (∞ represents that it not possible to execute that operation on that 
particular node). Table 2.2 presents a list of the entire data dependencies edges among 
operations associated to the entire links of the architecture graph by a corresponding time unit 
that represents the time that late the passage from an operation to another one. 
The implementation of an algorithm on a distributed architecture is formalized in terms of 
graphs transformations. More precisely, AAA proceeds in two steps [GLS2000]: 
 
1. First, it produces a static distributed schedule of the algorithm graph operations onto the 

nodes, and of the data-dependencies onto the communication links. The real-time 
performances of the implementation are optimized by taking into account critical inter-
node communications. 
 

2. Then, given the static schedule, it automatically produces a real-time distributed executive, 
and ensures the synchronization between the nodes, as required by the algorithm 
specification.  

 
The obtained distributed executive is guaranteed to satisfy the real-time constraints, without 
deadlock and with minimum overhead. Figure 2.28 illustrates the two steps of the AAA method 
operation. 
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Figure 2.28 AAA operation 

 
The scheduling is completely static, in other words, all scheduling decisions are taken off-line at 
compilation time based on the characteristics of each algorithm’s operation relatively to the 
hardware component on which it is executed.  
 
Fault tolerant scheduling approach 
AAA method is extended with a fault tolerance heuristic in order to obtain a static, distributed 
and fault-tolerant schedule. The fundamentals of this approach are that fault tolerance should 
be obtained without any help from the user (automatically distributed constraint) or any added 
hardware redundancy (embedded system constraint). It therefore falls in the class of fault 
tolerant software. The second requirement is essential, it implies that it is not necessary to 
worry about adding extra hardware; everything is done with the parallelism of the given 
architecture [GLSS2000]. 
 
The new heuristic schedules K supplementary replicas for each computation operation of the 
algorithm to be distributed and the corresponding communications, where K is the number of 
nodes with fail-stop behavior intended to be supported. In the same time, the heuristic statically 
computes the main replica after each failure, such that the execution time is minimized 
[GLSS2001]. 
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The fault tolerance heuristic specifies two solutions, one suited to point-to-point links 
architectures, and other to multi-point links architectures. For the purpose of this document the 
useful solution is the second one.  
The second solution is implemented by a greedy list scheduling. Here, each operation O of the 
algorithm graph is replicated on K + 1 different processors of the architecture graph, where K is 
the number of permanent failures to be supported. Among these K + 1 replicas, the one whose 
completion date is the earliest, is designated to be the main replica. Without entering into 
details, completion dates are computed according to the execution duration of each operation 
and each data-dependency given by the user in the distribution constraints. The main replica 
sends its results to each processor executing one replica of each successor operation of O, except 
the processors already executing another replica of O (in which case it is an intra-processor 
communication). 
 
The processor executing the main replica is called the main processor of O. The remaining K 
processors executing O, called backup processors, execute O and watch on the response of the 
main processor. If the main processor does not respond on time, it is considered as faulty, 
another main processor executing a replica of O sends O’s results to the successor operations 
[GLSS2000]. A description of the first one can be found at the reference [GLSS2000]. 
 
2.5. Discussion 
 
This chapter presented a state-of-the-art of the ERTS. The main conclusion resulting from the 
investigation is that the fault classification that includes omission, timing, response, crash, and 
Byzantine faults, as they are detected in traditional distributed systems, is not applicable for 
ERTS. This is due to the ERTS particular characteristics of real-time, architecture, and physical 
bounds. Therefore, the way in which ERTS were analyzed was covering the three principal fault 
sources, which are network, communication, and intra-nodes operation. 
 
At network the important consideration of the analysis is that a fault coming from the 
malfunction of sensors and actuators is despised because they have not direct connection with 
the bus, only communication controller modules of the nodes can have this faculty. The analysis 
considers as fault sources only the frames that are transmitted over the network. Fault tolerance 
techniques includes the verification of sent and received frames, including their fields for error 
detection and a especial type of frame dedicated for error notification. 
 
The network defines the specification for the analysis of the sent and received messages for each 
node. Moreover, this is not enough for avoiding message collision and to solve the concurrence 
problem produced on ERTS due to their asynchronous communication characteristics. For that 
reason, the communication analysis focuses on three different bus approaches: namely time-
triggered, event-triggered and mixed-triggered.  
 
In the time-triggered approach, tasks are initiated at predetermined points in time, in the event-
triggered approach, tasks are initiated whenever a particular event is detected, and in mixed-
triggered approaches, several tasks are initiated at predetermined points in time and others are 
initiated whenever a particular event is detected. There has been a long debate in the ERTS 
communities concerning the advantages of each approach and which one to prefer. Several 
aspects have been considered in favor of one or the others approaches, such as flexibility, 
predictability, jitter control, processor utilization, testability, and the facility in the construction 
of correct static schedule tables. But, the final decision about witch approach to use corresponds 
to the ERTS designer. 
 
The communication approaches define the specification for solving the concurrence problem. 
Nevertheless, this is not enough most of the faults that can be produced in ERTS must be 
tolerated5. In this case, the internal operation of nodes must be also considered as a faults 
source. The aspects analyzed for the network and communication allows the detection of nodes 
having problems with the frames construction or the messages sending on time, but they do not 
include the faults from the functional aspects of nodes.  

                                                 
5 Remember that it is not possible to tolerate the totality of faults presented in ERTS. 



It is possible to identify the particular type malfunction of a node, but the analysis identifies that 
the only behavior, which identifies a fault, that is possible to detect is the called fail-stop. 
Accordingly, fault tolerance techniques consist, in the capacity to find an alternative node able 
to replace the faulty one and preserve the ERTS functionality. 
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